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Introduction

A Continuous-Time Markov Decision Processes (CTMDP) is a
model used for optimization of Markovian queues, networks, and
other processes whose uncontrolled version is a continuous-time
jump Markov process.

First studies: Howard (1960), Zachrisson (1964), Martin-Löf
(1966), Rykov (1966).

Systematic studies: Miller (1968), Kakumanu (1971).

Uniformization and reduction to discretet time: Lippman (1975),
Kakumanu (1977), Serfozo (1979).



Randomized Markov policies: Hordijk and van der Duyn Schouten
(1979).

Non-Markovian policies: Yushkevich (1977), Kitaev (1985).

Unbounded jump rates: Bather (1976), Guo (1999),
Hernàndez-Lerma (2003), Piunovskiy (2010)

Constrained optimization and another reduction to discrete-time:
Feinberg (2004, 2012).



Finite state and action CTMDPs

(i) X is a state space;

(ii) A is an action set;

(iii) c(x, a) is the cost rate per unite time, x ∈ X, a ∈ A(x);

(iv) q(x, a, y) is the transition intensity, x, y ∈ X, a ∈ A(x)

q(x, a, y) ≥ 0, if y 6= x,

q(x, a) :=
∑
y 6=x

q(x, a, y);

q(x, a) is a jump rate;

(v) Sometimes the costs C(x, a, y) collected at jump epochs are
considered.



Markov policies

A Markov policy ϕ is a measurable function ϕ(x, t) in
t ∈ R+ = (0,∞).

For s ∈ (0, t), consider the forward Kolmogorov equation

∂

∂t
Pϕ(s, x; t, y) =

∑
z∈X

Pϕ(s, x; t, z)q(z, ϕ(z, t), y).

This equation has a unique solution that satisfies
P φ(s, x; s, y) = I{x = y}. Considered for all 0 < s < t <∞, these
solutions form a transition probability function of a
nonhomogeneous Markov chain. For any initial state x at time 0,
this function defines a Markov chain. Let Pϕx and Eϕx denote the
probabilities and expectation associated with this Markov chain
and an initial state x.



Cost criterion

Let 0 ≤ t1 ≤ t2 ≤ . . . ≤ ∞ denote the jump epochs. Define
t∞ := lim

n→∞
tn. For finite state and action CTMDPs,

Pϕx(t∞ <∞) = 0.

Finite-horizon expected total discounted costs: For T ∈ (0,+∞)
and for α ≥ 0,

vϕα,T (x) = Eϕx

 T∫
0

e−αtc(xt, ϕ(xt, t))dt

+
∑
tn≤T

e−αtnC(xt−n , ϕ(xt−n , tn), xtn)

 .



Infinite-horizon expected total discounted costs: For α > 0

vϕα(x) = Eϕx

[∫ ∞
0

e−αtc(xt, ϕ(xt, t))dt

+

∞∑
n=1

e−αtnC(xtn−, ϕ(xtn−, tn), xtn)

]
.

Average costs per unit time:

wϕ(x) = lim sup
T→∞

1

T
vϕ0,T (x).



Randomized Markov policies (Hordijk and van der Duyn
Schouten, 1979)

The approach is to replace the action set with the probability
distributions on action sets. Let an action a define the transition
rates qa and cost rates ca. For actions a and b and for any
constant λ ∈ (0, 1), there is an action d with

qd = λqa + (1− λ)qb and cd = λca + (1− λ)cb.

This notion of randomized policies does not implement any
randomization procedures. It simply relaxes the action set. Thus,
it is more natural to call them relaxed than randomized.

In reality, such policies may not be implemented. Usually, they do
not outperform regular policies.



For p ∈ P(A(x)), define

c̄(x, p) =
∑

a∈A(x)

p(a)c(x, a),

q̄(x, p, y) =
∑

a∈A(x)

p(a)q(x, a, y).

Since, at any time instant, a relaxed Markov policy selects a
probability distribution on the set of available actions, the
stochastic process defined by a relaxed policy ϕ can be studied by
considering the relaxed CTMDP {X,P(A),P(A(x)), q̄, c̄}.



Borel state and action CTMPDs

(i) X and A are standard Borel spaces; (X ×B(X)),
(A×B(A)).

(ii) The graph Gr(A) = {x ∈ X, a ∈ A(x)} is a Borel subset of
(X ×A) containing the graph of a Borel mapping f : X → A
such that f(x) ∈ A(x).

(iii) The cost functions c and C are measurable and bounded
below.

(iv) The transition intensities q satisifes

q(x, a, ·) is a measure on (X ×B(X)) for all (x, a) ∈ Gr(A)
such that q(x, a,X) = 0 and q(x, a,E \ {x}) <∞ for all
E ∈ B(X)
q(x, a,E) is a measurable function on Gr(A) for each
E ∈ B(X).



Let q(x, a) := q(x, a,X \ {x}). A CTMDP is called stable if
q̄(x) := sup

a∈A(x)
q(x, a) <∞ for all x ∈ X.

Assumption

The CTMDP is stable.

A set E ∈ B(X) is called q-bounded if sup
x∈E

q̄(x) <∞.

The major motivation for studying CTMDPs with unbounded jump
rates is control of queues with reneging or with an infinite number
of servers.



General policies (Yushkevich 1977)

Yushkevich (1977) introduced general policies with decisions
depending on the current state and time and the sequence of
previous states and jump epochs. The set of trajectories are given
by the sequences (tn, xn)n≥0, where tn is the n-th jump epoch
(t0 := 0) and xn is the state immediately after the jump n. Thus,
a policy φ is defined by a measurable function φ that at for each
time epoch t > 0 assigns the action φ(ωn, t) ∈ A(xn) defined for
all trajectories with a finite number of jumps n = 0, 1, . . . up to
time t; ωn = (x0, t1, x1, . . . tn, xn, ).

For each ω = (t0, x0, t1, x1, . . .), the policy φ select actions

φ(ω, t) :=
∑
n≥0

I{tn < t ≤ tn+1}φ(ωn, t), t < t∞.

By using the Ionescu Tulcea theorem, Yushkevich (1977)
constructed the corresponding probability distributions on the set
of trajectories (tn, xn)n≥0.



Multivariate point process (Jacod 1975)

In general, the sequence (tn, xn)n≥0, where tn is the n-th jump
epoch and xn is the state immediately after the jump n, is called a
multivariate point process.

Jacod (1975) introduced the notion of a compensator of the
random measure corresponding to the multivariate point process.
If the sample space is the set of sequences (t0, x0, t1, x1 . . .), the
compensator and the initial state distribution uniquely define the
unique marked point process (tn, xn)n≥0.



General policies (Kitaev 1985)

For each ω = (t0, x0, t1, x1, . . .), define the random variables
t0 := 0, tn(ω) = tn, n ≥ 1, xn(ω) = xn, n ≥ 0 and the process

xt =
∑
n≥0

I{tn ≤ t < tn+1}xn.

Kitaev (1985) considered randomized history dependent policies.
He observed that any policy φ for the CTMDP defines a
compensator νφ that satisfies

νφ(ω; ]0, t ∧ t∞]× E) =

∫ t∧t∞

0
q(E \ xs, φ(ω, s))ds,

νφ({t} ×X) = 0,

νφ([t∞,∞)×X) = 0,

and constructed the stochastic process based on Jacod (1975).



Objective criteria

Let at = φ(ω, t) be the action selected by policy φ at time t.
Finite-horizon expected total discounted costs: for T ∈ (0,+∞)
and for α ≥ 0,

vϕα,T (x) = Eϕx

 T∧t∞∫
0

e−αtc(xt, at)dt

 .
Infinite-horizon expected total discounted costs: for α > 0

vϕα(x) = Eϕx

[∫ t∞

0
e−αtc(xt, at)dt

]
.



Objective criteria

Average costs per unit time: under the assumption that
Pϕx {t∞ = +∞} = 1

wϕ(x) = lim sup
T→∞

1

T
vϕ0,T (x).

Let Π be the set of all policies.
For any objective function gπ(x), let g(x) = inf

π∈Π
gπ(x) be the

value function. A policy π is called optimal, if gπ(x) = g(x) for all
x ∈ X.



Relaxed (randomized) general policies (Kitaev 1985)

A relaxed policy is a policy for the relaxed CTMDP
{X,P(A),P(A(x)), q̄, c̄}.



Jump Markov process defined by a Markov policy

Common Approach. If q(x, a) is not bounded, it is also possible
to write the forward Kolmogorov equation. This equation has a
minimal nonnegative solution which is a transition probability for a
Markov chain. A Markov policy and an initial state x define a
Markov process with this transition function. This is the common
approach used in the literature, including in the monograph by X.
Guo and O. Hernández-Lerma (2009), to define a stochastic
process corresponding to a Markov policy and a given initial state.

Q1: Why the minimal solution is considered?
Q2: Why do we care about Markov policies, if a process can be
defined for any policy?



Q-functions

A function q(x, t, B) defined on (X × R+ ×B(X)) that satisfies:

(i) for x ∈ X and t ∈ R+, the function q(x, t, ·) is a signed
measure on (X,B(X)), q(x, t,X) ≤ 0, and
0 ≤ q(x, t, B \ {x}) <∞ for all B ∈ B(X),

(ii) for fixed B ∈ B(X), the function q(x, t, B) is measurable on
(X × R+,B(X)×B(R+)), (Feller 1940 assumed continuity
in t).

is called a Q-function. If q(x, t,X) = 0 for all x ∈ X and t ∈ R+,
then the Q-function is said to be conservative. Let
q(x, t) , −q(x, t, {x}). A set B ∈ B(X) is called q-bounded if
supt∈R+,x∈B q(x, t) <∞ and the Q-function q is said to be stable
if, for each x ∈ X, the set {x} is q-bounded. We make the
following assumption throughout the paper.

Assumption

The Q-function q is stable.



Forward Kolmogorov’s equations; Feller (1940), F,
Mandava, Shiryaev 2012)

A function P (s, x; t, E), E ∈ B(X), is a transition probability
function of a Markov process with the compensator

ν(ω; ]0, t ∧ t∞]× E) =

∫ t∧t∞

0
q(xs, s, E \ xs)ds

if and only if the transition probability P (s, x; t, B) is the minimal
nonnegative solution the forward Kolmogorov equation that holds
for all q-bounded sets B ∈ B(X),

∂

∂t
P (s, x; t, B) =

∫
X
P (s, x; t, z)q(z, t, B), (1)

and satisfies the condition P (s, x; t, B)→ I{x ∈ B} as t→ s.

If the minimal solution of (1) is a probability (P (s, x; t,X) = 1),
then it is the unique solution.
The same is true for backward Kolmogorov’s equations.
Minimal solutions were constructed by Feller(1940).



Sufficiency of Markov policies (Feinberg, Mandava,
Shiryaev 2012)

Though stochastic processes generated by history-dependent
policies can be constructed, most of the existing literature deals
only with Markov policies. Many results, such as the optimality of
certain policies have been established only within the class of
Markov policies; see (Guo, Hernàndez-Lerma 2009).

The main motivation in the construction of equivalent relaxed
Markov policy for a given general policy is to extend known results
to the class of all policies.

Such a construction is well-known for discrete-time Markov
decision processes (Derman and Strauch, 1966).



Construction of an equivalent Markov policy in
discrete-time (Derman and Strauch, 1966)

Theorem

For any fixed initial state x and for any policy σ, define the
randomized Markov policy σ∗ by

σ∗(dan | xn) =
Pσx(dxn, dan)

Pσx(dxn)
, Pσx − a.e. (2)

Then, for E ∈ B(X) and B ∈ B(A),

Pσx(xn ∈ E, an ∈ B) = Pσ∗x (xn ∈ E, an ∈ B).

This result implies the sufficiency of randomized Markov policies
while considering cost criterion that depend only the marginal
distribution of the state-action pairs.



Construction of an equivalent Markov policy in
continuous-time (Feinberg, Mandava, Shiryaev 2012)

Theorem

For any fixed initial state x and for any policy π, consider a relaxed
Markov policy ϕ defined by

ϕ(· | y, t) =
Pπx(dxt, ·)
Pπx(dxt)

, Pπx − a.e. (3)

Then Pπx = a.e.

Pϕx(dxt)ϕ(B|xt, t) = Pϕx(dxt, at ∈ B)

for all B ∈ B(A).



Construction of an equivalent Markov policy in
continuous-time (Feinberg, Mandava, Shiryaev 2012)

The proof of this theorem is based on the fact that Pϕx(dxt) and
Pπx(dxt) are two minimal nonnegative solutions of the forward
Kolmogorov equation with the Q-function

q∗(z, t, z, E) =

∫
A
q(z, a, E)ϕ(da|z, t).

This theorem implies that, if the initial state is fixed, relaxed
Markov policies are as good as general policies.
Being applied to a relaxed policy π, the theorem implies that
relaxed Markov policies are as good as general relaxed ones.



Reduction of CTMDPs to discrete-time MDPs

Reduction of CTMDPs with uniformly bounded jump rates:

(i) Uniformization (Lippman 1975).

(ii) Reduction method based on the equivalence of optimality
equations in discrete-time and continuous-time (Kakumanu
1977, Serfozo 1979).

(iii) The control set A is replaced with the set of functions that
select actions in CTMDPs between jump epochs (Yushkevich
1980).

(iv) Equivalence of policies that change actions between jump
epochs and policies that change actions only at jump epochs
(Feinberg 2004).



Reduction of CTMDPs to discrete-time MDPs

Reduction of CTMDPs with bounded jump rates:

(i) Uniformization (Lippman 1975).

(ii) Reduction method based on the equivalence of optimality
equations in discrete-time and continuous-time (Kakumanu
1977, Serfozo 1979).

(iii) The control set A is replaced with the set of functions that
select actions in CTMDPs between jump epochs (Yushkevich
1980).

(iv) Equivalence of policies that change actions between jump
epochs and policies that change actions only at jump epochs
(Feinberg 2004).



Reduction (iv) is applicable to CTMDP with unbounded jump
rates. It is based on a property of a nonstationary exponential
distribution that generalizes E[X] = λ−1 for an exponential
random variable X with intensity λ > 0.
Let (A,A) be a measurable space and X be a random variable with

P{X > t} = exp(−
∫ t

0
λ(φ(s))ds),

where λ(a) is a nonnegative measurable function on A and φ is a
measurable mapping of [0,∞) to (A,A). The interpretation of
this formula is that we deal with a fixed state, X is the time the
process spends in this state until the jump, (A,A) is the action
set, and φ is a policy that selects an action φ(t), when the process
spent time t in this state since the last jump.



Define p(B) = P{φ(X) ∈ B}, B ∈ A, the probability that an
action from set B was used at jump epoch. Let

m(B) = E
[ ∫ X

0
1{φ(s) ∈ B}ds

]
, B ∈ A,

the expected time that actions from set B were used until the
jump. According to F. (1994),

m(B) =

∫
B

p(da)

λ(a)
, B ∈ A. (4)



The measure m defines the expected total cost up to time X. If
the cost rate under an action a is c(a), where r is a measurable
function, then the expected total cost during the time interval
[0,X] is

C =

∫
A
c(a)m(da). (5)

If, instead of selecting actions φ(t) at time t ∈ [0,X], an action is
selected randomly at time 0 according to the probability p and is
followed until the jump epoch X, the expected total time m(B),
during which that actions a ∈ B are used, is also defined by (4).
Since the expected total costs until jump and the distribution of an
action selected at jump epoch are the same for φ and for the policy
that selects actions only at time 0 according to the probability p,
these two policies yield the same expected total costs.



Example of reduction to discrete time

Theorem

Let the one-step cost function c∗(x, a) ≥ 0 for all (x, a) ∈ Gr(A).
Let also either setwise or weak continuity conditions hold. Then
the following statements hold:
(a) there exists a deterministic stationary optimal policy;
(b) a deterministic stationary policy is optimal if and only if for all
x ∈ X

V (x) =c∗(x, φ(x)) +

∫
X\{x}

q(dy|x, φ(x))

α+ q(x, φ(x))
V (y) (6)

= min
a∈A(x)

{
c∗(x, a) +

∫
X\{x}

q(dy|x, a)

α+ q(x, a)
V (y)

}
; (7)

(c) The value function V can be computed by discrete-time value
iterations.
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