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ABSTRACTS

Bart Bogaerts
Title: Symmetries in SAT Solving

Abstract:

In this talk | give an overview of the use of symmetries in SAT. | will define what symmetries are and
how we can detect them starting from a CNF representation of a problem (and also, why | believe, we
really should not have to do this in the first place). Next, we turn to the question, given the
symmetries of a formula, how can we use this to speed up the search for a solution. | will survey
some different techniques: static techniques, which work in a preprocessing phase and dynamic
techniques, which work by modifying the internals of the solver. Breaking techniques, which change
the set of solutions and non-breaking techniques, which do not change this set.

Mun See Chang
Title: Breaking the symmetries of indistinguishable objects

Abstract:

Indistinguishable objects often occur when modelling problems in constraint programming, as well as
in other related paradigms. They occur when objects can be viewed as being drawn from a set of
unlabelled objects, and the only operation allowed on them is equality testing. For example, the
golfers in the social golfer problem are indistinguishable. If we do label the golfers, then any
relabelling of the golfers in one solution gives another valid solution. In Essence, a high-level
modelling language, indistinguishable objects are encapsulated in "unnamed types". We show how
the symmetries of unnamed types can be broken completely. However, the method can be
prohibitively expensive to do, so we also study methods for breaking the symmetry only partially but
more efficiently.

Jasper van Doormalen
Title: Propagation Algorithms for Handling Symmetries of Mathematical Programs

Abstract:

Optimization problems are often solved using constraint programming or mixed-integer programming
techniques, using enumeration or branch-and-bound techniques. It is well known that if the problem
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formulation is very symmetric, there may exist many symmetrically equivalent solutions to the
problem. Without handling the symmetries, traditional solving methods have to check many
symmetric parts of the solution space, which comes at a high computational cost. Handling
symmetries in optimization problems is thus essential for devising efficient solution methods.

The presentation will introduce and review common methods for solving mathematical programs, the
concepts of symmetries in mathematical programs, and how symmetries can be handled. Then, the
main results of Jasper's dissertation are presented, along with computational results. In particular,
the presentation focuses on a general framework for symmetry handling that captures many of the
already existing symmetry handling methods. While these methods are mostly discussed
independently from each other in the literature, the framework allows to apply different symmetry
handling methods simultaneously and thus outperform their individual effects. Moreover, most
existing symmetry handling methods only apply to binary variables. Our framework allows to easily
generalize these methods to general variable types. Numerical experiments confirm that our novel
framework is superior to the state-of-the-art methods implemented in the solver SCIP.

Christopher Hojny

Title: Symmetry Handling in Mixed-Integer Programming - An Overview

Abstract:

The main technique for solving mixed-integer programs (MIPs) is branch-and-bound. Although
branch-and-bound can routinely solve problems with tens of thousands of variables and constraints,
it is well-known that the presence of symmetries, if not handled appropriately, can negatively impact
its performance. In this presentation, | provide an overview of the different paradigms that are used
to handle symmetries in MIP, including symmetry handling inequalities, adapting branching and
pruning strategies of branch-and-bound, as well as propagation algorithms to reduce variable
domains based on symmetry arguments.

Joseph Loughney
Title: Symmetry Breaking in the Subgraph Isomorphism Problem

Abstract:

Following attempts to break either variable or value symmetries in SIP instances, we have been
developing techniques to break both types simultaneously. Inital experiments have yielded promising
results.
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Annika Jager

Title: A symmetry breaking presolving routine for stable set problems
Abstract:

In mixed integer problems, symmetry is usually handled within the branch-and-bound tree using
approaches such as orbital branching, isomorphism pruning, symmetry handling inequalities etc. For
the special case of the maximum stable set problem, we propose a presolving routine that breaks the
symmetry of the underlying graph completely such that no further symmetry breaking in the branch-
and-bound tree is necessary. The presolving routine extends the SST presolving introduced by Hojny et
al.\ which is based on so-called SST cuts - a type of symmetry handling inequality derived from Schreier-
Sims tables. We show that the presolving routine terminates after finitely many applications with an
asymmetric graph. This graph corresponds to the initial graph in the sense that the optimal objective
values of the associated stable set problems agree. On one hand, we derive lower and upper bounds on
the run time of the presolving routine. On the other hand, we present numerical results, which show
that the practical performance is much better than what the upper bound predicts. Further, we analyze
the run time of a branch-and-cut solver with and without the introduced presolving methods.

Markus Kirchweger
Title: SMS Part 2: Hands-on Graph Generation with SAT modulo Symmetries

Abstract:

This demo showcases the SAT Modulo Symmetries (SMS) framework for graph generation problems
in practice. The presentation demonstrates how users can encode graph properties as SAT formulas
and add custom minimality checks through the programming interface. Live examples show SMS
outperforming static symmetry-breaking approaches, particularly for proving the non-existence of
specific graph structures. The demo covers parallel-solving capabilities and techniques for handling
large search spaces. All tools shown are available at here and are ready for applications in graph
theory and combinatorics research.

Ciaran Mccreesh
Title: Proof Logging and Symmetry-Breaking Constraints

Abstract:

How can we be sure an algorithm is correct, and implemented correctly? One way is through proof
logging: as well as outputting an answer, we make a solver output a proof of correctness in a standard
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mathematical language. This proof can be stored, and verified independently by a small, formally
verified proof checker. For this approach to work, we need a proof language which is both very simple
(so it can be trusted) and powerful (so a wide range of algorithmic reasoning techniques can be
justified efficiently). I'll give an overview of the VeriPB proof system, which is used for a range of
problems including SAT, MaxSAT and Pseudo-Boolean solving, subgraph-finding algorithms, and
constraint programming. I'll focus on how we can justify the addition of symmetry-breaking
constraints, even though the proof system itself has no notion of a symmetry.

Gaurav Rattan
Title: The Complexity of Symmetry Breaking Beyond Lex-Leader

Abstract:

Symmetry breaking is a widely popular approach to enhance solvers in constraint programming, such
as those for SAT or MIP. Symmetry breaking predicates (SBPs) typically impose an order on variables
and single out the lexicographic leader (lex-leader) in each orbit of assignments. Although it is NP-
hard to find complete lex-leader SBPs, incomplete lex-leader SBPs are widely used in practice.

In this paper, we investigate the complexity of computing complete SBPs, lex-leader or otherwise, for
SAT. Our main result proves a natural barrier for efficiently computing SBPs: efficient certification of
graph non-isomorphism. Our results explain the difficulty of obtaining short SBPs for important CP
problems, such as matrix-models with row-column symmetries and graph generation problems. Our
results hold even when SBPs are allowed to introduce additional variables. We show polynomial
upper bounds for breaking certain symmetry groups, namely automorphism groups of trees and
wreath products of groups with efficient SBPs.

This is joint work with Markus Anders (TU Darmstadt) and Sofia Brenner (Uni Kassel).
Cédric Roy

Title: Computational aspect of lifted cover inequalities for knapsack with few different
weights

Abstract:

Cutting planes are frequently used for solving large integer programs. A common strategy is to derive
cutting planes from building blocks or substructure of the integer program. In this presentation, we
focus on knapsack constraints that arise from single row relaxations. Among the most popular classes
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derived from knapsack constraints are lifted minimal cover inequalities. Yet the separation problem
for these inequalities is NP-hard, and one usually separates them heuristically, therefore not fully
exploiting their potential.

In practice however, it turns out that many knapsack constraints only have few different coefficients.
This motivates the concept of sparse knapsacks where the number of different coefficients is a small
constant, independent of the number of variables present. For such knapsacks, we observe that there
are only polynomially many different classes of structurally equivalent minimal covers. This opens the
door to specialized techniques for using lifted minimal cover inequalities.

In this presentation we will discuss two such techniques, which are based on specialized sorting
methods. On the one hand, we present new separation routines that separate equivalence classes of
inequalities rather than individual inequalities. On the other hand, we derive compact extended
formulations that express all minimal cover inequalities by means of a polynomial number of
constraints. These extended formulations are based on tailored sorting networks that express our
separation algorithm by linear inequalities. We conclude the presentation by a numerical
investigation of the different techniques for popular benchmarking instances.

Nick Sahinidis
Title: Convexification and optimization of problems involving the Euclidean norm

Abstract:

The field of mixed-integer nonlinear optimization has advanced significantly over the past three
decades. However, even small instances of many nonconvex optimization problems involving the
Euclidean norm are beyond the capabilities of existing algorithms. These problems stem from
applications such as molecular energy minimization, object packing, and facility location, and often
share specific features that make them challenging. In this presentation, we identify these features,
introduce new algorithms to address them, and present numerical results that demonstrate the
impact of our techniques. Furthermore, we identify several related open problems and opportunities
for analytical and computational advances, primarily in terms of handling Euclidean symmetries and
convexifying highly nonlinear functions.

Domenico Salvagnin
Title: Symmetry Handling inside the Xpress MIP solver

Abstract:

In this talk, we give an overview of the different symmetry handling mechanisms implemented inside
the Xpress MIP solver.
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We consider both continuous optimization problems and discrete optimization problems. For the
first, we give an overview of the LP folding technique.

For the second, we will describe how symmetry is detected in the first place, and then how it is
exploited for presolve reductions and symmetry breaking during search.

Renata Sotirov
Title: On solving the MAX-SAT problem using sum of squares

Abstract:

We exploit the sum of squares (SOS) optimization to derive semidefinite programming (SDP)
relaxations for the maximum satisfiability (MAX-SAT) problem and the weighted partial MAX-SAT
problem. The resulting SDP relaxations are solved by using the Peaceman-Rachford splitting method
(PRSM), which turns out to be well suited for exploiting the structure of the SOS-based SDP
relaxations. We present a MAX-SAT solver that exploits SOS-based SDP relaxations and the PRSM. Our
solver is competitive with the best-known solvers on solving various (weighted partial) MAX-SAT
instances.

In this talk, we also present several theoretical results including the connection between two well-
known SDP approaches for the (MAX)-SAT problem and the rank two guarantee for members of a
new family of semidefinite feasibility problems.

Leonard Soicher
Title: Exploiting symmetry: the GAP package GRAPE

Abstract:

GAP is a freely available open-source system for algebra and discrete mathematics, and GRAPE is a
GAP package for computing with graphs together with associated groups of automorphisms. GRAPE
is designed primarily for applications in algebraic graph theory, permutation group theory, design
theory, and finite geometry. Many graphs in these areas have a non-trivial, and often large,
automorphism group, and GRAPE is designed to exploit this. In GRAPE, the graph data structure
includes (generators for) a group of automorphisms of the graph, and this group is used to store the
graph (often very) compactly, and to speed up computations with the graph, making use of the
computational group theory machinery in GAP. | will outline how this is done in GRAPE for the
determination of cliques of given size in a graph, up to the action of a given group of automorphisms.
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Stefan Szeider

Title: SMS Part 1: SAT modulo Symmetries for the Exhaustive Generation of Non-Isomorphic
Graphs

Abstract:

This talk presents our SAT modulo Symmetries (SMS) framework for exhaustive graph generation. The
approach connects a CDCL SAT solver with a minimality-checking propagator. The solver works on a
standard encoding of graph properties while the propagator tests partially built graphs against a
lexicographic ordering. This combination offers three key benefits compared to fixed symmetry
constraints: early detection of symmetries, natural integration with CDCL solving, and full symmetry
elimination without large encodings. The presentation explains the key algorithmic ideas behind SMS
through examples from extremal graph theory, showing how our method advances long-standing
open questions by computing exact values and proving non-existence results.

Kirchweger and Szeider, SAT Modulo Symmetries for Graph Generation and Enumeration. ACM Trans.
Comput. Log. 25(3): 1-30

Matias Villagra

Title: Permutation Symmetries and Lift-and-Project Hierarchies

Abstract:

Let SP_{A,b} := \{x \in \mathbb{R}*n : Ax \geq b\} \subseteq [0, 1]*n$ be a linear relaxation of some
integer set $SX \subseteq \{0, 1\}*n$, and let SG \leg S_n$ be a subgroup of the group of formulation
symmetries of SP_{A,b}S.

In this talk we will show that if SGS is k-transitive, i.e., for every pair of k-tuples there is a permutation
Sg\in GS that maps one tuple into the other one, then we can characterize when (k-1) iterations of
some classical Lift-and-Project hierarchies will cut-off any SGS-invariant facet of SP_{A,b}S.
Remarkably, the necessary and sufficient condition for this to occur is the same for the iterative
operators Lift-and-Project (LSO), Lovdasz-Schrijver (LS), and Lovasz-Schrijver with the p.s.d. constraint
(LS+), as well as for the Sherali-Adams (SA) hierarchy. An implication of this is that for "highly
symmetric" integer programs, these hierarchies attain the same progress in the objective, regardless
of the operator used.
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Additionally, the concept of k-transitivity seems to provide a unifying framework for understanding
some well-known examples found in the literature where these hierarchies have been shown to
perform poorly. This poor performance is often characterized by a lack of significant progress in
closing the integrality gap, with many iterations needed to achieve any improvement over the LP
bound, which, for many instances, is very weak.

This is joint work with Yuri Faenza, José Verschae, and Victor Verdugo.

Sven Wiese
Title: Symmetry detection in Mixed-Integer Conic Programming

Abstract:

We present a framework to detect symmetry in Mixed-Integer Conic Programming. We cast it as an
extension to the Mixed-Integer Linear Programming case with a relatively small formal overhead, and
analyze its strengths and limitations by looking at some specific cones. We also report on
computational experiments performing symmetry detection in the optimization software package
MOSEK on a series of Mixed-Integer Conic Programming problems.
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