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Abstract

In this paper, we analyze the number of overlaps in the M/M/1
queue with two priorities where the first class has preemptive-resume
priority over the second class. In particular, we obtain the joint prob-
ability generating function, and the first two moments, of the num-
bers of overlaps a customer of either class has with customers of both
classes. We also prove conventional heavy traffic limit results for the
overlap numbers. These results have important implications in under-
standing how partitioning patients in hospitals by their acuity level
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will affect their exposure to other sick patients. In particular, we an-
alyze and explicitly determine the impact of the priority structure for
both classes when compared to a standard FCFS system.

1 Introduction

In this paper we study overlap numbers in the M/M/1 queue with two pri-
ority classes where Class 1 customers have preemptive-resume priority over
Class 2 customers. Here the numbers of overlaps, experienced by a tagged
customer, are the numbers of customers of both classes who simultaneously
spend some time in the system with that tagged customer. Such overlap
numbers, and the effect of priorities on them, are highly relevant in the pre-
vention of infectious diseases and public health systems.

Priority queues have many important applications in practice. In health-
care systems, priority queues play a pivotal role in managing patient care
and resource allocation. Hospitals often implement priority queues in triage
systems to ensure that patients with the most critical care needs receive im-
mediate attention, while those with less critical needs wait a while to receive
care. This priority mechanism allows healthcare managers to optimize the
health outcomes in their healthcare facilities. Similarly, during public health
crises like the COVID-19 pandemic, priority queues can help in the efficient
distribution of vaccines and medical supplies, ensuring that high-risk popula-
tions are prioritized with care and scarce resources, see for example Sun et al.
[41], Cildoz et al. [10], Burgos et al. [8], Palomo et al. [30], Vahdani et al.
[43]. In addition, appointment scheduling systems leverage priority queues
to balance the urgency of medical needs with the availability of healthcare
providers, thus improving the overall efficiency and effectiveness of healthcare
delivery, see for instance Gupta and Denton [17], Harris et al. [18], Samorani
et al. [37].

Priority queues are also very useful in telecommunications systems such
as telephone call centers and network traffic routing. Call centers handling
VIP customers use priority queues to ensure premium customers and critical
issues, such as service outages, receive immediate attention. This optimizes
resource allocation and improves the customer experience. Similarly, in net-
work traffic routing, routers prioritize packets based on importance, ensuring
voice or video data is handled first to maintain uninterrupted communica-
tion. For more research in this domain, see for example Ridley and Massey
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[36], Ridley [35], Iravani and Balcioĝlu [19], Ahghari and Balcioĝlu [3], Pender
[32, 33], Afeche et al. [2], Chen et al. [9], Nisar et al. [27].

Recently, there has been a push in queueing theory to understand both
the number of overlaps – the number of customers who share some time
in a queueing system with a tagged customer – and the total overlapping
time of the tagged customer with those other customers; see, for example,
[4, 6, 15, 22, 23, 24, 28, 31, 29? , 34, 45]. In those studies, with the exception
of [28], no priorities are involved.

The study of overlap numbers in priority queues seems quite relevant but
also very challenging. In the present paper, we tackle one of the most im-
portant classical priority queues: The two-class M/M/1 priority queue with
preemptive-resume priority of Class 1 over Class 2. Our goal is to analyze the
number of overlaps that each class experiences while in the system. This type
of information is critical for understanding how differentiating customers in
a healthcare facility will potentially expose them to additional infectious dis-
eases. In the two-class case, it is important to understand the number of
overlaps that the prioritized class will experience versus the non-prioritized
class, and versus the case of no prioritization. This differentiation will allow
us to precisely understand the additional exposure that the non-prioritized
class is asked to take on.

There is a large literature on single-server preemptive-resume priority
queues. We refer to the classic books of Jaiswal [21], Takagi [42], and chapter
8 of Conway et al. [12] for an extensive discussion of such priority queues.
Pioneering papers include Stephan [40], White and Christie [44], Jaiswal [20]
and Gaver Jr [16]. Among the later contributions we mention Li and Zhao
[25] who explore the exact tail asymptotics of the stationary distribution
through an analysis of generating functions and Miller [26] and Sleptchenko
et al. [39] who recursively compute the stationary queue length distribution
in the case of two, respectively any finite number of classes.

We highlight two contributions. Gaver Jr [16] focused mainly on a single
class of customers with interruptions, and introduced the very useful concept
of completion times of interrupted services – which will also play a role in
the present paper. Jaiswal [20] considers a more general model than we
do, allowing general service time distributions of both classes. He obtains
the quadruple transform of the queue lengths of both customer classes, the
already obtained service time of the (high) priority customer in service, and
the already obtained service time of the interrupted low priority customer.
The resulting expression is extremely complicated, involving double integrals
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of other generating functions. In order for us to study overlap numbers in the
case of general service time distributions, we would need a similar quadruple
transform, involving the queue lengths seen by a tagged customer at arrival,
as well as the residual service times of the customer in service and of the
interrupted customer (if any). See Boxma [4] for such an approach in the case
of an M/G/1 queue with just one class of customers. By restricting ourselves
to exponential service time distributions for both classes, and exploiting the
memoryless property of these distributions, it suffices to focus on the queue
lengths seen by a tagged customer at arrival. We are thus able to obtain
quite compact expressions for the generating functions, and moments, of the
numbers of overlap. We are aware of one other paper which studies overlap
numbers in priority queues. Oz and Perlman [28] derive exact expressions for
mean overlap numbers and mean overlap times for a range of single-server
multi-class queueing systems with various service disciplines. However, in
this work, we provide a more detailed analysis of the two-class priority case,
also obtaining distributional results, and precisely determine the impact of
introducing a priority structure for both classes.

We end this section with a summary of our contributions, an outline
of the organization of the paper, and a list of the essential notation used
throughout the paper.

1.1 Contributions of Our Work

In this paper, we make the following contributions to the literature ofM/M/1
preemptive-resume priority queues:

• Both for a tagged Class 1 customer and for a tagged Class 2 customer,
we derive the joint probability generating function (PGF) of the num-
bers of overlaps she experiences with customers of both classes.

• We determine means and second moments of those overlap numbers,
comparing a.o. mean overlap numbers of both customer classes and also
making a comparison with the case without priorities.

• We prove a conventional heavy-traffic limit for those numbers, showing
that the convergence is to exponential random variables with appropri-
ate parameters.

• We derive the mean number of overlaps for an arbitrary number of
classes using mean value analysis.

4



1.2 Organization of the Paper

The paper is organized as follows. In Section 2, we determine the PGF of
the steady-state joint queue length distribution of high- and low-priority cus-
tomers. In Section 3 we derive expressions for the PGF of the numbers of
Class 1 and Class 2 customers who overlap some time with a tagged Class i
customer, for i = 1, 2, in terms of that queue length PGF. First and second
moments and cross-moments of overlap numbers are also derived in that sec-
tion. The obtained results enable us to derive heavy-traffic limits of overlap
numbers in Section 4. In Section 5 we focus on mean overlap numbers, via a
mean-value approach; here we allow an arbitrary number of priority classes,
and general service time distributions for all classes. Section 6 contains some
suggestions for further research.

1.3 Notation

In this section, we provide the notation that will be used throughout the
remainder of the paper. Indices i and j run over all of the classes.

• λi : arrival rate of Class i customers.

• µi : service rate of Class i customers.

• Si : service time of a class i customer.

• ρi := λiE[Si] : traffic load of Class i customers; ρ = ρ1 + ρ2 is the total
traffic load.

• Qi : number of customers of Class i in the system.

• Ci : tagged customer of Class i.

• Oi,j : number of customers of Class j that have some overlap with Ci.

• OT
i : total number of overlaps Ci encounters.

• p(i, j) = P(Q1 = i, Q2 = j) denotes the steady-state joint queue length
distribution.

• P (z1, z2) denotes the probability generating function of the steady-state
joint queue length distribution.
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• P1 : busy period of Class 1 customers in isolation.

• CT2 : completion time of a Class 2 customer.

2 The M/M/1 queue with two priority classes

and preemptive priority

In this section we consider a single server queue with two customer classes,
and preemptive priority of Class 1 above Class 2. Class i customers arrive
according to a Poisson process with rate λi and with exp(µi) distributed
service requirements, i = 1, 2; let ρi :=

λi

µi
, i = 1, 2. The two arrival pro-

cesses are independent, and all service times are also independent of anything
else. Because of the memoryless property of the service time distributions,
it does not matter whether we have preemptive-resume or preemptive-repeat
priority.

We consider the system in steady state; the stability condition is that ρ :=
ρ1+ρ2 < 1. The steady-state number of customers of Class i is denoted byQi,
i = 1, 2. We shall first (Subsection 2.1) determine the PGF P (z1, z2) of the
steady-state joint queue length distribution p(i, j) = P(Q1 = i, Q2 = j), and
next (Subsection 2.2) obtain the first and second moment and cross-moment
of the two queue lengths. Despite the fact that the PGF has been obtained for
the more general case of general service time distributions (Jaiswal [20, 21])
we still provide it because we derive a very compact expression; moreover,
it allows us to make the paper self-contained. We also obtain not only the
well known mean queue lengths and second moment of the number of Class
1 customers, but also the second moment of the number of Class 2 customers
and the cross-moment; the latter results we failed to find in the literature.

2.1 Balance Equations and PGF Analysis

In this section, we provide the balance equations and PGF for the steady-
state joint queue length distribution in the two-class M/M/1 priority queue
with preemptive priority for Class 1. The steady-state balance equations are
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as follows:

p(i, j)(λ1 + λ2 + µ1) = p(i− 1, j)λ1 + p(i, j − 1)λ2I(j ≥ 1)

+ p(i+ 1, j)µ1, i ≥ 1,

p(0, j)(λ1 + λ2 + µ2) = p(0, j − 1)λ2 + p(1, j)µ1

+ p(0, j + 1)µ2, i = 0, j ≥ 1,

p(0, 0)(λ1 + λ2) = p(1, 0)µ1 + p(0, 1)µ2. (1)

This leads us to the joint PGF of the queue lengths.

Theorem 2.1. The PGF of the steady-state joint queue length distribution
of the two-class M/M/1 priority queue with preemptive priority for Class 1
is

P (z1, z2) =
(1− ρ)(1− z2)

[1− ρ1z1π(z2)][
µ1

µ2
z2(1− 1

π(z2)
)− (z2 − 1)]

, (2)

where

π(z2) =
1

2λ1

[
λ1 + µ1 + λ2(1− z2)−

√
(λ1 + µ1 + λ2(1− z2))2 − 4λ1µ1

]
. (3)

Proof. By taking generating functions in (1) and noticing that P (0, 0) =
p(0, 0), we have:

P (z1, z2)[λ1 + λ2 + µ1]− µ1P (0, z2) + µ2[P (0, z2)− p(0, 0)] (4)

= λ1z1P (z1, z2) + λ2z2P (z1, z2)

+
µ1

z1
[P (z1, z2)− P (0, z2)] +

µ2

z2
[P (0, z2)− p(0, 0)].

Letting

K(z1, z2) := λ1(1− z1) + λ2(1− z2) + µ1

(
1− 1

z1

)
, (5)

Equation (4) can be written as

K(z1, z2)P (z1, z2) =

[
µ1

(
1− 1

z1

)
− µ2

(
1− 1

z2

)]
P (0, z2)

+ µ2

(
1− 1

z2

)
p(0, 0). (6)

Observe that P (z1, 1) = P (0, 1) µ1

µ1−λ1z1
= 1−ρ1

1−ρ1z1
, an M/M/1 result that was

to be expected because Class 1 customers are not at all affected by Class 2
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customers. Also observe that ‘kernel’ K(z1, z2) has, for every fixed z2 inside
the unit circle, exactly two zeroes z1+(z2) and z1−(z2) which are given by

z1±(z2) =
1

2λ1

[
λ1 + µ1 + λ2(1− z2)±

√
(λ1 + µ1 + λ2(1− z2))2 − 4λ1µ1

]
,

(7)
where z1−(z2) = E[e−λ2(1−z2)P1 ], with P1 a busy period of the queue with
only Class 1 customers (cf. p. 187 of Cohen [11]). Clearly (e.g., from the
above busy period interpretation), |z1−(z2)| ≤ 1 when |z2| ≤ 1, whereas
|z1+(z2)| > 1 since z1+(z2)z1−(z2) = µ1/λ1 > 1. As we shall see, z1−(z2)
plays a crucial role in the remainder of this paper. Hence we have denoted
it more succinctly as π(z2). The fact that the lefthand side of (6) is zero for
such z1 = π(z2), while P (z1, z2) is analytic in the product of the two unit
circles, implies that the righthand side of (6) should also be zero for π(z2).
Hence

P (0, z2) = p(0, 0)
µ2(1− 1

z2
)

µ2

(
1− 1

z2

)
− µ1

(
1− 1

π(z2)

) . (8)

Substitution in (6) results in

P (z1, z2) =
p(0, 0)µ2

(
1− 1

z2

)
λ1(1− z1) + λ2(1− z2) + µ1

(
1− 1

z1

) (9)

×

[
1−

µ1(1− 1
z1
)− µ2(1− 1

z2
)

µ1(1− 1
π(z2)

)− µ2(1− 1
z2
)

]

=
p(0, 0)µ1µ2(π(z2)− z1)(1− z2)

[µ1z2(π(z2)− 1)− µ2π(z2)(z2 − 1)][λ1z21 − (λ1 + λ2(1− z2) + µ1)z1 + µ1]
.

Realizing that we can write the kernel as K(z1, z2) = −λ1(z1 − π(z2))(z1 −
z1+(z2))/z1 and that z1+(z2)π(z2) = µ1/λ1, and applying L’Hopital’s rule to
obtain (as expected) that p(0, 0) = 1− ρ, we get (2).

To obtain relatively simple expressions for P (1, z) and P (z, z), it seems
better to work with the last line of (9) instead of with (2), because the last
term of the denominator of (9) simplifies when z1 = 1 and when z1 = z2. We
thus get

P (1, z) = (1− ρ)
1

ρ2

µ1

−µ1z + µ2π(z)
1−z

1−π(z)

; (10)
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P (z, z) =
(1− ρ)µ1

µ1 − (λ1 + λ2)z

µ2(π(z)− z)

µ1z(π(z)− 1)− µ2π(z)(z − 1)
. (11)

Taking z1 = 1 in (2) eventually also yields (10), but one then has to use
that π(z) satisfies (cf. (5)): λ1x

2 − (λ1 + λ2(1− z) + µ1)x+ µ1 = 0. Taking
z1 = z2 = z in (2) eventually also yields (11) via a similar argument.

For µ1 = µ2 = µ we obtain the following PGF:

P (z, z) =
p(0, 0)µ

µ− (λ1 + λ2)z
=

1− ρ

1− ρz
. (12)

This last result is as expected: the total number of customers behaves as in
an M/M/1 queue with arrival rate λ1 + λ2 and service rate µ.

2.2 Moments

For later use, below we give the first and second moments of the numbers of
customers of both classes. E[Q1] and E[Q2

1] follow immediately from P (z, 1),
which is the PGF of the queue length in an Mλ1/Mµ1/1 queue. E[Q2] follows
from (10). Of course, E[Q1] and E[Q2] can be found in various places in the
literature, see for example Chapter 9 of [1]. E[Q2

2] also follows from (2) with
z1 = 1 (or from (10)), after a very lengthy calculation where one, a.o., has to

use that E[P 3
1 ] =

6(1+ρ1)

µ3
1(1−ρ1)5

, as given on p. 251 of Cohen [11]. Finally E[Q1Q2]

follows from (2), after another lengthy calculation.

E[Q1] =
ρ1

1− ρ1
, (13)

E[Q2
1] =

ρ1 + ρ21
(1− ρ1)2

, (14)

E[Q2] = λ2

ρ1
µ1

+ ρ2
µ2

(1− ρ1)(1− ρ)
+

ρ2
1− ρ1

, (15)

which can also be written as

E[Q2] =
ρ2

1− ρ
+

λ2

µ1

ρ1
(1− ρ1)(1− ρ)

, (16)

E[Q2
2] =

ρ2(1− ρ1 + ρ2)

(1− ρ)2
+

λ2

µ1

ρ1(1− ρ1 + 3ρ2)

(1− ρ1)(1− ρ)2

+ 2

(
λ2

µ1

)2
ρ1(1− ρ2 − ρ21)

(1− ρ1)3(1− ρ)2
, (17)
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E[Q1Q2] =
ρ1ρ2

(1− ρ1)(1− ρ)
+

λ2

µ1

ρ1(1− ρ2 − ρ21)

(1− ρ1)3(1− ρ)
. (18)

From the above formulas one can readily derive the variance of Q1 and Q2;
in particular, Var(Q1) =

ρ1
(1−ρ1)2

.

Remark. In the special case that µ1 = µ2 = µ, the steady-state total number
of customers Q = Q1 + Q2 has the same distribution as the steady-state
number of customers in an M/M/1 queue with arrival rate λ1 + λ2 and

service rate µ. Hence then E[Q] = ρ
1−ρ

and E[Q2] = ρ+ρ2

(1−ρ)2
. With some

effort it is verified that indeed, using (13)-(18), now E[Q1 + Q2] =
ρ

1−ρ
and

E[Q2
1] + 2E[Q1Q2] + E[Q2

2] =
ρ+ρ2

(1−ρ)2
.

3 Computing the Number of Overlaps

Now that we have a good understanding of the priority queue via its PGF
and moments, we show in the present section how to leverage those results
to derive the PGF of the number of overlapping customers in the queue.
This is extremely useful as it is important to distinguish the two classes of
customers. We shall express the steady-state joint overlap PGF for Class 1
customers (Subsection 3.1), and for Class 2 customers (Subsection 3.2), into
P (z1, z2). Some additional insights are given in Subsection 3.3, and moments
of overlap numbers of both classes are determined in Subsection 3.4.

3.1 The Number of Overlaps for Class 1 Customers

In the sequel Oij denotes the number of customers of Class j that have some
overlap with a tagged customer of Class i, i, j = 1, 2. A tagged customer of
Class i will be denoted by Ci, i = 1, 2.

Lemma 3.1. The conditional PGF of the steady-state joint distribution of
the numbers of overlaps (O11,O12) of a Class 1 customer with customers of
Class 1 and Class 2 respectively, is given by

E[zO11
1 zO12

2 |C1 sees (i, j)] = zi1z
j
2

(
µ1

µ1 + λ1(1− z1) + λ2(1− z2)

)i+1

.(19)

Proof. Suppose that the tagged arriving customer C1 sees i Class 1 and j
Class 2 customers present. Since C1 is of Class 1, the Class 2 customers will
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have no impact on her sojourn time. Thus, the sojourn time consists of the
sum of i+1 i.i.d. service times of Class 1 customers. If we had general service
times, then the first service time might be residual. However, since service
is exponential and the memoryless property holds, the residual service time
distribution is also exponential with the same rate.

Now let Nk(t) denote the number of Class k arrivals in an interval of
length t. We note that its PGF is e−λk(1−z)t. Since the number of overlaps
experienced by any customer is equal to the number in queue upon arrival
plus the number of those who arrive during the tagged customer’s sojourn
time, it is readily seen that, with S1,k denoting the service time of the k-th
of the i+ 1 Class 1 customers,

E
[
zO11
1 zO12

2 |C1 sees (i, j)
]

= zi1z
j
2E
[
z
N1(

∑i+1
k=1 S1,k)

1 z
N2(

∑i+1
k=1 S1,k)

2

]
= zi1z

j
2E
[
z
N1(S1)
1 z

N2(S1)
2

]i+1

= zi1z
j
2

(∫ ∞

0

µ1e
−µ1te−λ1(1−z1)te−λ2(1−z2)tdt

)i+1

= zi1z
j
2

(
µ1

µ1 + λ1(1− z1) + λ2(1− z2)

)i+1

. (20)

This completes the proof.

Thus, now we arrive at the following result for the PGF of the number of
overlaps for a tagged Class 1 customer. Remember that P (·, ·), the PGF of
the steady-state joint queue length distribution, is given in (2).

Theorem 3.2. The PGF of the steady-state joint distribution of the numbers
of overlaps (O11,O12) of a Class 1 customer with customers of Class 1 and
Class 2 respectively, is given by

E[zO11
1 zO12

2 ] =
µ1

µ1 + λ1(1− z1) + λ2(1− z2)
P

(
z1µ1

µ1 + λ1(1− z1) + λ2(1− z2)
, z2

)
=

(1− ρ)µ1

[µ1 + λ1(1− z1) + λ2(1− z2)− λ1z1π(z2)][1− µ1

µ2

z2
1−z2

1−π(z2)
π(z2)

]
. (21)

Proof. Using the right-hand side of (19) in the second equality sign, we have
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that

E
[
zO11
1 zO12

2

]
=

∞∑
i=0

∞∑
j=0

E
[
zO11
1 zO12

2 |C1 sees (i, j)
]
p(i, j) (22)

=
∞∑
i=0

∞∑
j=0

zi1z
j
2

(
µ1

µ1 + λ1(1− z1) + λ2(1− z2)

)i+1

p(i, j)

=
µ1

µ1 + λ1(1− z1) + λ2(1− z2)
P

(
z1µ1

µ1 + λ1(1− z1) + λ2(1− z2)
, z2

)
=

(1− ρ)µ1

[µ1 + λ1(1− z1) + λ2(1− z2)− λ1z1π(z2)][1− µ1

µ2

z2
1−z2

1−π(z2)
π(z2)

]
.

Remark. (i) If µ1 ↑ ∞, then the PGF of the numbers of overlaps of a Class 1
customer tends to P (z1, z2), while P (z1, z2) becomes µ2−λ2

µ2−λ2z2
= 1−ρ2

1−ρ2z2
. This is

intuitively explained, as now Class 1 customers are all served instantaneously,
so that Class 2 customers are not affected by them.
(ii) If µ2 ↑ ∞,then P (z1, z2) → µ1−λ1

µ1−λ1z1π(z2)
= 1−ρ1

1−ρ1z1π(z2)
= 1−ρ1

1−ρ1z1E[e−λ2(1−z2)P1 ]
.

Moreover, observe that P (z1, z2) =
∑∞

n=0(1 − ρ1)ρ
n
1z

n
1E[z

Q2

2 |Q1 = n], where

for µ2 ↑ ∞ it readily follows from the above limit expression that E[zQ2

2 |Q1 =
n] = π(z2)

n. The latter statement can be interpreted: If Q1 = n, then (using
reversibility of the M/M/1 queue of Class 1 in isolation) looking backwards,
the time until that queue is empty is the sum of n independent M/M/1 busy
period lengths. The PGF of the number of Class 2 arrivals during those n
busy periods equals π(z2)

n – and that also equals the PGF of the number
of Class 2 customers present when Q1 = n, because the last time that Q1

equalled zero, Q2 also must have been zero since µ2 ↑ ∞. The above limiting
expression for P (z1, z2) can be substituted in (21) to obtain the limiting
behavior of E[zO11

1 zO12
2 ] for a Class 1 customer: For µ2 ↑ ∞,

E[zO11
1 zO12

2 ] → µ1 − λ1

µ1 + λ1(1− z1) + λ2(1− z2)− λ1z1π(z2)
. (23)

3.2 The Number of Overlaps for Class 2 Customers

In this subsection, we focus on the overlap numbers (O21,O22) of a tagged
Class 2 customer C2. Suppose that an arriving Class 2 customer sees i Class
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1 and j Class 2 customers present. Its sojourn time then consists of the sum
of i Class 1 busy periods and j Class 2 completion times CT2 plus its own
completion time. Here a completion time (see, e.g., Gaver Jr [16] or p. 55 of
Jaiswal [21]) consists of a Class 2 service time plus all the interruptions by
Class 1 customers with their ensuing busy periods.

To grasp the above, realize that C2 not only has to wait for the service
of the i Class 1 customers, but also for the service of all Class 1 customers
who arrive during their i services; and for the service of all Class 1 customers
who arrive during their services; etc. – and this adds up to i busy periods of
Class 1 customers. Similarly, C2 not only has to wait for the service of the j
Class 2 customers, but also for the service of all Class 1 customers who arrive
during their j services; and for the busy periods of all Class 1 customers who
arrive during those j services.

Now denote the joint transform of number of customers NC1 served in a
busy period of Class 1 customers and the length P1 of that busy period by
g1(z, s). As proven on p. 250 of Cohen [11], g1(z, s) is the unique zero inside
the unit circle of the equation x = zσ1(s+ λ1(1− x)), where now the service
time LST σ1(·) is given by σ1(s) = µ1/(µ1+s). Observe that the PGF of the
numbers of arrivals of both classes during P1, including the customer who
starts this busy period, is given by g1(z1, λ2(1− z2)).

Lemma 3.3. The PGF of the numbers of arrivals of both classes during CT2

is given by the following expression:

E
[
z
N1(CT2)
1 z

N2(CT2)
2

]
=

µ2

µ2 + λ1(1− g1(z1, λ2(1− z2))) + λ2(1− z2)
.(24)

Proof. In order to determine the number of arrivals during a completion time,
we condition on the exp(µ2) distributed service time S2 = t of a Class 2 cus-
tomer. As a result, there are also N1(t) busy periods during the completion
time, which all successively interrupt the Class 2 customer’s service time, so
the completion time consists of t plus N1(t) busy periods. During those busy
periods, there are customers of Class 1 and Class 2 arriving. Using this, we
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have

E
[
z
N1(CT2)
1 z

N2(CT2)
2

]
(25)

=

∫ ∞

t=0

µ2e
−µ2tE

[
z
N1(CT2)
1 z

N2(CT2)
2 |S2 = t

]
dt

=

∫ ∞

t=0

µ2e
−µ2t

(
∞∑
j=0

e−λ1t
(λ1t)

j

j!
g1(z1, λ2(1− z2))

j

)(
∞∑
k=0

e−λ2t
(λ2t)

k

k!
zk2

)
dt

=

∫ ∞

t=0

µ2e
−µ2t

(
e−λ1(1−g1(z1,λ2(1−z2)))t

) (
e−λ2(1−z2)t

)
dt

=
µ2

µ2 + λ1(1− g1(z1, λ2(1− z2))) + λ2(1− z2)
.

Using Lemma 3.3, we can also show the following conditional PGF result.

Lemma 3.4. The conditional PGF of the number of overlaps a Class 2
customer experiences has the following expression:

E[zO21
1 zO22

2 |C2 sees (i, j)] (26)

= g1(z1, λ2(1− z2))
izj2

(
µ2

µ2 + λ1(1− g1(z1, λ2(1− z2))) + λ2(1− z2)

)j+1

.

Proof. Denoting busy periods of Class 1 customers by P1,k where k ∈ {1, 2, ..., i},
and with CT20 the completion time of C2, we have:

E[zO21
1 zO22

2 |C2 sees (i, j)] = zi1z
j
2E
[
z
N1(P1,1+···+P1,i)
1 z

N2(P1,1+···+P1,i)
2

]
(27)

× E
[
z
N1(CT21+···+CT2j+CT20)
1 z

N2(CT21+···+CT2j+CT20)
2

]
= g1(z1, λ2(1− z2))

izj2

×
(

µ2

µ2 + λ1(1− g1(z1, λ2(1− z2))) + λ2(1− z2)

)j+1

.

This completes the proof.

By deconditioning, we have arrived at the following result.
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Theorem 3.5. The PGF of the steady-state joint distribution of the numbers
of overlaps (O21,O22) of a Class 2 customer with customers of Class 1 and
Class 2 respectively, is given by

E[zO21
1 zO22

2 ] =
µ2

µ2 + λ1(1− g1(z1, λ2(1− z2))) + λ2(1− z2)

× P

(
g1(z1, λ2(1− z2)),

µ2z2
µ2 + λ1(1− g1(z1, λ2(1− z2))) + λ2(1− z2)

)
.

(28)

Proof. Using Lemma 3.4, we have that

E
[
zO21
1 zO22

2

]
(29)

=
∞∑
i=0

∞∑
j=0

p(i, j)E
[
zO21
1 zO22

2 |C2 sees (i, j)
]

=
∞∑
i=0

∞∑
j=0

p(i, j)g1(z1, λ2(1− z2))
izj2

×
(

µ2

µ2 + λ1(1− g1(z1, λ2(1− z2))) + λ2(1− z2)

)j+1

=
µ2

µ2 + λ1(1− g1(z1, λ2(1− z2))) + λ2(1− z2)

× P

(
g1(z1, λ2(1− z2)),

µ2z2
µ2 + λ1(1− g1(z1, λ2(1− z2))) + λ2(1− z2)

)
.

This completes the proof.

Remark. (i) We have already seen in Remark 3.1 that, if µ1 ↑ ∞, then
P (z1, z2) tends to µ2−λ2

µ2−λ2z2
. It now follows from Theorem 3.5 that the PGF

of the numbers of overlaps experienced by a Class 2 customer tends to
µ2−λ2

µ2+λ2(1−2z2)
.

(ii) If µ2 ↑ ∞, then E[zO21
1 zO22

2 ] → P (g1(z1, λ2(1 − z2)), z2). In particular,
the PGF of the number of overlaps of Class 1 customers experienced by a
Class 2 customer now tends to 1−ρ1

1−ρ1g1(z1,0)
; i.e., this number is distributed

as a geometric(ρ1) sum of numbers of customers served in busy periods P1

of an M/M/1 queue with arrival rate λ1 and service rate µ1. This follows
since a Class 2 customer sees a geometric(ρ1) distributed number of Class
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1 customers upon arrival, and each of those generates a P1 busy period be-
fore that Class 2 customer is taken into service (a service which takes an
infinitesimally small amount of time).

3.3 Additional Insights

In principle one could follow the approach of the present section also in the
case of the M/M/1 queue with M > 2 priority classes. Assume that Class
i has a Poisson(λi) arrival process and exp(µi) distributed service times,
i = 1, 2, . . . ,M . Once the joint queue length PGF P (z1, z2, . . . , zM) is known,
one can express the overlap number PGF’s into that queue length PGF. How-
ever, notice that completion times now may involve busy periods of M/G/1
(instead of M/M/1) queues. For example, Class 3 customers are preempted
by customers of both Class 1 and Class 2, during a busy period that starts
with a service time of one of those two classes, and in which subsequent ser-
vice times have an exp(µi) distribution with probability λi/(λ1+λ2), i = 1, 2.

Of course things simplify when some of the service rates are equal. As-
sume in particular that µ1 = µ2 = · · · = µM . For Class j customers,
j = 2, . . . ,M − 1, there are basically just three classes: the aggregate high
priority Class H := {1, . . . , j − 1} with arrival rate

∑j−1
i=1 λi, Class j itself,

and the aggregate low priority Class L := {j + 1, . . . ,M} with arrival rate∑M
i=j+1 λi (for Classes 1 and M things are easier; in both cases, one needs to

distinguish just that class and the aggregate of the other M−1 classes). The
PGF of the overlap number vector (Oj,H ,Oj,j,OJ,L) can be determined as
follows. Given the joint queue length distribution of the M/M/1 queue with
three customer classes and preemptive-resume priority, consider the sojourn
time of a Class j customer who sees (iH , ij, iL) customers upon arrival. It
consists of iH M/M/1 busy periods and ij Class j completion times plus
its own completion time. These can be determined just as in the present
subsection, along with the numbers of arrivals of the various classes.

3.4 Moments of Number of Overlaps

Mean overlap numbers and higher moments can be derived from the PGF’s
in Theorems 3.2 and 3.5. At this stage we should already observe that,
while these moment calculations require a significant effort (in particular
for higher moments), mean values can be obtained without determining the
PGF’s, via an MVA (Mean Value Analysis) approach. The MVA approach
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even works for an arbitrary number of priority classes and for general service
time distributions. Hence we present this general result in Section 5.

Our first result, based on the PGF’s of Theorems 3.2 and 3.5, concerns
the first moments of the number of overlaps for a Class 1 or Class 2 customer
and is given below.

Proposition 3.6. The first moments of O11,O12,O21,O22 have the following
expressions in terms of the queue lengths Q1, Q2.

E[O11] = E[Q1] + ρ1(E[Q1] + 1) = 2
ρ1

1− ρ1
, (30)

E[O12] = E[Q2] +
λ2

µ1

(E[Q1] + 1)

=
λ2

µ1(1− ρ1)
+

ρ2
1− ρ1

+
λ2(

ρ1
µ1

+ ρ2
µ2
)

(1− ρ1)(1− ρ)
, (31)

E[O21] =
E[Q1]

1− ρ1
+ (E[Q2] + 1)

λ1

µ2(1− ρ1)

=
ρ1

1− ρ1
+

λ1

µ2(1− ρ1)
+

λ1(
ρ1
µ1

+ ρ2
µ2
)

(1− ρ1)(1− ρ)
, (32)

E[O22] = E[Q1]
λ2

µ1(1− ρ1)
+ E[Q2] + (E[Q2] + 1)

ρ2
1− ρ1

= 2
ρ2

1− ρ1
+ 2

λ2(
ρ1
µ1

+ ρ2
µ2
)

(1− ρ1)(1− ρ)
. (33)

Proof. We start with the Class 1 overlaps and for this class, we differentiate
(20) once. This yields the following expressions

E[O11|C1 sees (i, j)] = i+ ρ1(i+ 1), (34)

E[O12|C1 sees (i, j)] = j +
λ2

µ1

(i+ 1). (35)

Thus, by PASTA we have for E[O11] that

E[O11] =
∞∑
j=0

∞∑
i=0

p(i, j)E[O11|C1 sees (i, j)]

=
∞∑
j=0

∞∑
i=0

p(i, j) (i+ ρ1(i+ 1))

= E[Q1] + ρ1(E[Q1] + 1), (36)
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and for E[O12]:

E[O12] =
∞∑
j=0

∞∑
i=0

p(i, j)E[O12|C1 sees (i, j)]

=
∞∑
j=0

∞∑
i=0

p(i, j)

(
j +

λ2

µ1

(i+ 1)

)
= E[Q2] +

λ2

µ1

(E[Q1] + 1). (37)

Let us now turn to the first moments of O21 and O22. We shall express
them in terms of the first moments of Q1 and Q2 as well. To do this, we
differentiate the conditional PGF (26) to arrive at

E[O21|C2 sees (i, j)] =
i

1− ρ1
+ (j + 1)

λ1

µ2(1− ρ1)
, (38)

and

E[O22|C2 sees (i, j)] = i
λ2

µ1(1− ρ1)
+ j + (j + 1)

ρ2
1− ρ1

. (39)

Hence

E[O21] =
∞∑
j=0

∞∑
i=0

p(i, j)E[O21|C1 sees (i, j)]

=
∞∑
j=0

∞∑
i=0

p(i, j)

(
i

1− ρ1
+ (j + 1)

λ1

µ2(1− ρ1)

)
=

E[Q1]

1− ρ1
+ (E[Q2] + 1)

λ1

µ2(1− ρ1)
, (40)

and

E[O22] =
∞∑
j=0

∞∑
i=0

p(i, j)E[O22|C1 sees (i, j)]

=
∞∑
j=0

∞∑
i=0

p(i, j)

(
i

λ2

µ1(1− ρ1)
+ j + (j + 1)

ρ2
1− ρ1

)
= E[Q1]

λ2

µ1(1− ρ1)
+ E[Q2] + (E[Q2] + 1)

ρ2
1− ρ1

. (41)
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The second equality sign in (30)-(33) follow by substituting the expression
for E[Q1] from (13) and for E[Q2] from (16). This completes the proof.

We follow a similar procedure to obtain second factorial moments and
cross-moments. This result is given below.

Proposition 3.7. The second factorial moments of O11,O12,O21,O22 and
the cross-moments E[O11 ·O12] and E[O21 ·O22] have the following expressions
in terms of the queue length moments.

E[O11(O11 − 1)] = E[Q1(Q1 − 1)] + 2ρ1E[Q1(Q1 +1)]+ ρ21E[Q1 +1)(Q1 +2)],
(42)

E[O12(O12−1)] = E[Q2(Q2−1)]+2
λ2

µ1

E[(Q1+1)Q2]+

(
λ2

µ1

)2

E[Q1+1)(Q1+2)],

(43)

E[O11O12] = E[Q1Q2] +
λ2

µ1

E[Q1(Q1 + 1)] +
λ1

µ1

E[(Q1 + 1)Q2]

+
λ1λ2

µ2
1

E[(Q1 + 1)(Q1 + 2)]. (44)

E[O21(O21 − 1)] =
E[Q1(Q1 − 1)]

(1− ρ1)2
+

2ρ1E[Q1]

(1− ρ1)3
+ 2

λ1

µ2

E[Q1(Q2 + 1)]

(1− ρ1)2

+ 2
λ1

µ2

E[Q2] + 1

(1− ρ1)3
+

λ2
1

µ2
2

E[(Q2 + 1)(Q2 + 2)]

(1− ρ1)2
, (45)

E[O22(O22 − 1)] =
λ2
2E[Q1(Q1 − 1)]

µ2
1(1− ρ1)2

+ 2
λ2
2E[Q1]

µ2
1(1− ρ1)3

+ 2
λ2E[Q1Q2]

µ1(1− ρ1)

+ 2
λ2ρ2E[Q1(Q2 + 1)]

µ1(1− ρ1)2
+ E[Q2(Q2 − 1)] + 2

ρ2E[Q2(Q2 + 1)]

1− ρ1

+ 2
λ2ρ1ρ2(E[Q2] + 1)

µ1(1− ρ1)3
+

ρ22E[(Q2 + 1)(Q2 + 2)]

(1− ρ1)2
, (46)
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E[O21O22] =
E[Q1Q2]

1− ρ1
+

λ1E[Q2(Q2 + 1)]

µ2(1− ρ1)
(47)

+
λ2E[Q1(Q1 − 1)]

µ1(1− ρ1)2
+

(λ2E[Q1] + λ1ρ2E[Q2 + 1])(1 + ρ1)

µ1(1− ρ1)3

+
ρ2(1 + ρ1)E[Q1(Q2 + 1)]

(1− ρ1)2

+
λ1ρ2E[(Q2 + 1)(Q2 + 2)]

µ2(1− ρ1)2
.

Proof. From differentiating the appropriate PGF we have

E[O11(O11 − 1)|C1 sees (i, j)] = i(i− 1)+ 2ρ1i(i+1)+ ρ21(i+1)(i+2), (48)

E[O12(O12−1)|C1 sees (i, j)] = j(j−1)+2
λ2

µ1

(i+1)j+(
λ2

µ1

)2(i+1)(i+2), (49)

E[O11O12|C1 sees (i, j)] = ij+
λ2

µ1

i(i+1)+
λ1

µ1

(i+1)j+
λ1λ2

µ2
1

(i+1)(i+2), (50)

E[O21(O21 − 1)|C2 sees (i, j)] =
i(i− 1)

(1− ρ1)2
+

2ρ1i

(1− ρ1)3
+ 2

λ1

µ2

i(j + 1)

(1− ρ1)2

+ 2
λ1

µ2

(j + 1)

(1− ρ1)3
+

λ2
1

µ2
2

(j + 1)(j + 2)

(1− ρ1)2
, (51)

E[O22(O22 − 1)|C2 sees (i, j)] =
λ2
2i(i− 1)

µ2
1(1− ρ1)2

+ 2
λ2
2i

µ2
1(1− ρ1)3

+ 2
λ2ij

µ1(1− ρ1)
+ 2

λ2ρ2i(j + 1)

µ1(1− ρ1)2
+ j(j − 1) + 2

ρ2j(j + 1)

1− ρ1

+ 2
λ2ρ1ρ2(j + 1)

µ1(1− ρ1)3
+

ρ22(j + 1)(j + 2)

(1− ρ1)2
, (52)

E[O21O22|C2 sees (i, j)] =
ij

1− ρ1
+

λ1j(j + 1)

µ2(1− ρ1)

+
λ2i(i− 1)

µ1(1− ρ1)2
+

(λ2i+ λ1ρ2(j + 1))(1 + ρ1)

µ1(1− ρ1)3
+

ρ2(1 + ρ1)i(j + 1)

(1− ρ1)2

+
λ1ρ2(j + 1)(j + 2)

µ2(1− ρ1)2
. (53)
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In the last formula we have used the fact that E[NC1P1] = 1+ρ1
µ1(1−ρ1)3

.
We did not find this result in the literature, but it follows directly from the
functional equation for g1(z, s), as can be found on p. 250 of Cohen [11],
by differentiation. Finally, by summing over i and j after multiplication by
p(i, j), we complete the proof.

4 Heavy-Traffic Limits

Knowledge of the PGF’s of all Oij, i, j = 1, 2, and of OT
i :=

∑2
j=1Oij, i =

1, 2, enables us to obtain their heavy-traffic behavior. We use the following
procedure to construct the heavy traffic limits. Given the PGF E[zO] for some
random variable O, we replace z by e−s(1−ρ), thus considering E[e−s(1−ρ)O],
and we let ρ ↑ 1. When O = O11, we get a trivial limit. Indeed, O11

is geometrically distributed with parameter ρ1 < ρ, and in heavy traffic
(1 − ρ)O11 becomes negligible. However, for all the other overlap numbers
this procedure shows that the LST of the corresponding (1−ρ)O equals 1

1+As

for some positive constant A, and Feller’s convergence theorem for Laplace
transforms (Extended Continuity Theorem of Feller [13]) then implies that
(1−ρ)O converges for ρ ↑ 1 to an exp(1/A) distributed random variable. We
summarize the results in the theorem below.

Theorem 4.1. If the traffic load ρ ↑ 1, then

(1− ρ)O11 → 0, (54)

(1− ρ)O12 → exp

(
µ1

µ2ρ1 + µ1ρ2

)
, (55)

(1− ρ)OT
1 → exp

(
µ1

µ2ρ1 + µ1ρ2

)
, (56)

(1− ρ)O21 → exp

(
λ2

µ2ρ21 + λ1ρ2

)
, (57)

(1− ρ)O22 → exp

(
µ1

2µ2ρ1 + 2µ1ρ2

)
, (58)

(1− ρ)OT
2 → exp

 1

2ρ2 +
λ1

µ2
+ 2µ2

µ1
ρ1 +

ρ21
ρ2

 . (59)
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Proof. We sketch the approach in some detail for O12; the other cases are
obtained in a very similar way. It follows from (21) that E[e−s(1−ρ)O12 ] =
h(s)P (h(s), e−s(1−ρ)), where h(s) := µ1/[µ1 + λ2(1 − e−s(1−ρ))]. Dividing
numerator and denominator of the expression in (2) by 1− e−s(1−ρ), we have:

h(s)P (h(s), e−s(1−ρ)) = h(s)
1− ρ

[1− ρ1h(s)π(e−s(1−ρ))][1− µ1

µ2

e−s(1−ρ)

π(e−s(1−ρ))

1−π(e−s(1−ρ))

1−e−s(1−ρ) ]
.

(60)
When ρ ↑ 1, h(s) tends to one and the first term between square brackets in
the above denominator tends to 1− ρ1; but the second term between square
brackets, divided by 1− ρ, tends to 1 + (µ2

µ1
ρ1 + ρ2)s. Here we use, a.o., that

1− π(1− (1− e−s(1−ρ)))

1− e−s(1−ρ)
− π′(1) ∼ −1

2
π′′(1)s(1− ρ), ρ ↑ 1, (61)

and that π′(1) = λ2EP1 = λ2

µ1(1−ρ1)
, the latter expression tending to µ2/µ1

because 1−ρ1 tends to ρ2. Furthermore, we have π′′(1) = λ2
2E[P 2

1 ] =
2λ2

2

µ2
1(1−ρ1)3

(those busy period moments are given in Cohen [11], p. 251). Using Feller’s
convergence theorem for Laplace transforms, we obtain (55).

Remark. The expressions in Theorem 4.1 are consistent with the means of
the various overlap numbers as given in the previous subsection. To verify
this, one must in some cases realize that 1− ρ1 approaches ρ2 when ρ ↑ 1.

Remark. In the case of general service time distributions, with finite second
moment, we conjecture that the overlap numbers, when scaled by 1− ρ, still
tend to exp(1/A) distributed random variables; A then should equal the limit
of (1− ρ)E[O], where E[O] for various choices of O is given in Section 5.

5 Mean overlap numbers via MVA

While the derivation of the overlap number distributions is quite intricate, it
is fairly straightforward to derive mean overlap numbers in the preemptive-
resume priority model; one can even allow an arbitrary number of priority
classes, say M , and general service time distributions for all classes, having
independent Poisson(λi) arrival streams, i = 1, . . . ,M . Below, we first give
a set of general formulas for such systems with M classes of customers, and
then focus on the preemptive-resume case.
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Let E[Qi] and E[Σi] denote the steady-state mean number of customers
of Class i, and their mean sojourn time, i = 1, 2, . . . ,M . By Little’s law,
E[Qi] = λiE[Σi]. With, as before, Oij denoting the steady-state number
of overlaps that Ci experiences with Class j customers, we have for i, j =
1, . . . ,M (using PASTA in the first step and Little’s law in the second):

E[Oij] = E[Qj] + λjE[Σi] = E[Qj] +
λj

λi

E[Qi]. (62)

Introducing the steady-state total number of overlaps OT
i :=

∑M
j=1Oij ex-

perienced by a Class-i customer, the total arrival rate Λ :=
∑M

i=1 λi, and

the steady-state total number of customers in the system Q :=
∑M

i=1 Qi, it
follows from (62) that

E[OT
i ] = E[Q] +

Λ

λi

E[Qi], i = 1, . . . ,M. (63)

Summing all E[OT
i ] with weight factors λi/Λ gives the mean total number of

overlaps E[OT ] experienced by an arbitrary arriving customer:

E[OT ] =
M∑
i=1

λi

Λ
E[OT

i ] = 2E[Q]. (64)

The finding that the total expected number of overlaps is twice the ex-
pected queue length is not surprising. An arriving customer overlaps on
average with E[Q] upon entry, and the mean number of arrivals during its
sojourn time also equals E[Q], by Little’s law. In the next proposition, Σ
denotes the sojourn time of an arbitrary customer; its mean is given by
E[Σ] =

∑M
i=1

λi

Λ
E[Σi].

Proposition 5.1. The ratio of the mean number of overlaps for any customer
of Class i and the mean number of overlaps for an arbitrary customer is equal
to

E[OT
i ]

E[OT ]
=

1

2
+

E[Σi]

2E[Σ]
, i = 1, . . . ,M. (65)
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Proof. It follows from (63) and (64) that

E[OT
i ]

E[OT ]
=

E[Q] + Λ
λi
E[Qi]

2E[Q]

= 1 +
E[Σi]− E[Σ]

2E[Σ]

=
1

2
+

E[Σi]

2E[Σ]
. (66)

This completes the proof.

The expression in Proposition 5.1 reveals the effect of a particular priority
level on the mean number of overlaps a customer experiences; it also shows
that this mean number of overlaps is for all classes at least half the mean
number of overlaps of an arbitrary customer. Also observe, using Little’s law
and (63), that

E[OT
i ] = Λ(E[Σ] + E[Σi]) =

M∑
m=1

λmE[Σm] + ΛE[Σi], (67)

and
E[OT

i ]

E[OT
j ]

=
E[Σ] + E[Σi]

E[Σ] + E[Σj]
, i, j = 1, . . . ,M. (68)

While the results in this section so far are generally valid for a system with
M classes of customers and independent Poisson arrivals, we now zoom in on
the preemptive-resume case. Below we give the mean sojourn time E[Σi] of
a Class i customer, i = 1, . . . ,M , taken from Ch. 9 of Adan and Resing [1].
The mean number of Class i customers E[Qi] then follows via multiplication
by λi. In the sequel, Sj again denotes a generic service time of a Class

j customer and E[Rj] :=
E[S2

j ]

2E[Sj ]
denotes the mean residual service time of a

Class j customer, j = 1, . . . ,M . The mean sojourn time of a Class i customer
in the M/G/1 preemptive-resume priority queue is:

E[Σi] =

∑i
m=1 ρmE[Rm]

(1−
∑i

m=1 ρm)(1−
∑i−1

m=1 ρm)
+

E[Si]

1−
∑i−1

m=1 ρm
, i = 1, . . . ,M.

(69)
It is now easy to compare, e.g., E[OT

1 ] and E[OT
M ], using Proposition 5.1.

The ratio
E[OT

1 ]

E[OT
M ]

=
E[Σ] + E[Σ1]

E[Σ] + E[ΣM ]
(70)
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can become very small when E[Σ1] << E[ΣM ] (which is the case when, e.g.,
1− ρ << 1−

∑M−1
m=1 ρm); however, the presence of the E[Σ] term causes this

ratio of mean overlap times to be smaller than the ratio of corresponding
mean sojourn times.

It is straightforward to use the above formulas, or (13) and (15) and
Little’s formula, to obtain the first overlap number moments for the case of
two priority classes, with exp(µ1) and exp(µ2) distributed service times (cf.
also the corresponding results in Subsection 3.4):

E[O11] = 2
ρ1

1− ρ1
, (71)

E[O12] =
λ2

µ1(1− ρ1)
+

ρ2
1− ρ1

+
λ2(

ρ1
µ1

+ ρ2
µ2
)

(1− ρ1)(1− ρ)
, (72)

E[OT
1 ] =

2ρ1 +
λ2

µ1
+ ρ2

1− ρ1
+

λ2(
ρ1
µ1

+ ρ2
µ2
)

(1− ρ1)(1− ρ)
, (73)

E[O21] =
ρ1

1− ρ1
+

λ1

µ2(1− ρ1)
+

λ1(
ρ1
µ1

+ ρ2
µ2
)

(1− ρ1)(1− ρ)
, (74)

E[O22] = 2
ρ2

1− ρ1
+ 2

λ2(
ρ1
µ1

+ ρ2
µ2
)

(1− ρ1)(1− ρ)
, (75)

E[OT
2 ] =

ρ1 +
λ1

µ2
+ 2ρ2

1− ρ1
+

(λ1 + 2λ2)(
ρ1
µ1

+ ρ2
µ2
)

(1− ρ1)(1− ρ)
. (76)

By multiplying these expressions by 1 − ρ and letting ρ ↑ 1 (alternatively:
1− ρ1 ↑ ρ2), it is readily seen that the resulting limits of (1− ρ)E[Oij] match

with the results in Theorem 4.1. E.g., (1−ρ)E[O12] →
λ2(

ρ1
µ1

+
ρ2
µ2

)

1−ρ1
= µ2

ρ1
µ1
+ρ2,

in agreement with (55).
Let us finally compare the mean overlap numbers for our preemptive-

resume system with M priority classes and for the same system without
priorities, viz., an M/G/1 queue with arrival rate Λ and service time dis-
tribution a weighted sum, with weight factors λm/Λ, of the distribution of
Sm, m = 1, 2, . . . ,M . From [4] we have for the mean overlap number in
this non-priority M/G/1 queue: E[Onon−prio] = 2E[X], with E[X] its mean
number of customers. Hence

E[Onon−prio] =
2Λ
∑M

m=1 ρmE[Rm]

1− ρ
+ 2ρ. (77)
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The above formula and the expressions for E[OT
i ] and E[OT ] that one can

obtain from (67) and (69) allow a comparison of the mean overlap numbers
for Class i customers, and for an arbitrary customer, with the mean overlap
number in the case without priorities. Below we only give a comparison in
the case of heavy traffic (ρ =

∑M
m=1 ρm ↑ 1), as here we get a very explicit

comparison. It is clear from (69) that the dominant mean sojourn time is
E[ΣM ]; the other classes do not experience heavy traffic. Hence, combining
(69) for i = M and (67), we have (replacing the denominator 1 −

∑M−1
i=1 ρi

by 1− ρ+ ρM = ρM)

(1− ρ)E[OT
i ] →

λM

∑M
m=1 ρmE[Rm]

ρM
, i = 1, . . . ,M − 1, (78)

(1− ρ)E[OT
M ] → (λM + Λ)

∑M
m=1 ρmE[Rm]

ρM
, (79)

(1− ρ)E[OT ] → 2
∑M

m=1 ρmE[Rm]

E[SM ]
. (80)

On the other hand, from (77),

(1− ρ)E[Onon−prio] → 2Λ
M∑

m=1

ρmE[Rm]. (81)

Hence

E[Onon−prio]

E[OT
i ]

→ 2ΛE[SM ], i = 1, . . . ,M − 1, (82)

E[Onon−prio]

E[OT
M ]

→ 2ΛρM
λM + Λ

, (83)

E[Onon−prio]

E[OT ]
→ ΛE[SM ]. (84)

Remark. (i) The limit in (84) becomes one when E[SM ] equals the average
over all mean service times – and in particular when all mean service times
are equal. If E[SM ] is larger than that average, then the mean overlap num-
ber in the preemptive-resume priority system in heavy traffic is smaller than
in the corresponding system without priorities. That makes sense when one
realizes that SRPT (Shortest Remaining Processing Time) minimizes the
mean queue length. Accordingly, to get a small mean overlap number, one
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should (in heavy traffic) give the jobs with the largest mean service time the
lowest priority or prioritize the fast class. By prioritizing the slow class, the
queue functions like LRPT ( Longest Remaining Processing Time). Perhaps
this is an important reason why hospitals are constantly overcrowded: They
prioritize the most ill patients who are more likely to stay longer in the hos-
pital, thus leading to longer queues, more overlaps, and even sicker patients.
(ii) When all M service time distributions are the same (e.g., exp(µ)), then
obviously the order of service does not change the mean overlap number, and
hence E[OT ] equals E[Onon−prio] (regardless whether or not one has heavy
traffic). Hence Proposition 5.1 then also gives a comparison between the
mean overlap numbers of the various classes and that of the corresponding
system without priorities.
(iii) Notice (cf. (82)) that the mean overlap number for the highest priority
class can be larger than E[Onon−prio]. While Class 1 customers overlap with
relatively few other Class 1 customers, they meet relatively many customers
of lower classes. In this respect, mean overlapping time also is a very signifi-
cant performance measure. We refer to [28] for a discussion of mean overlap
time in multi-class systems.

6 Conclusion

In this paper, we have analyzed the M/M/1 preemptive-resume priority
queue. In particular, for a system with two priority classes, we have de-
rived the joint transforms of the number of overlaps that a Class i customer
experiences with Class 1 and Class 2 customers, for i = 1, 2. We have shown
the impact of implementing a priority structure from the perspective of the
Class 2 customers as opposed to a queueing system with no priority structure.

There are several extensions worth pursuing here; we mention four topics.
(i) Clearly, from the previous section, it is interesting to consider the more
general M/G/1 priority queue, with M ≥ 2 priority classes, as an extension.
As already pointed out in Section 1, the fact that for overlap numbers one
needs not only the joint queue length distribution, but also the residual
service time of the customer in service when the tagged customer arrives,
and of the interrupted customers, makes this particularly challenging.

(ii) Another interesting and important topic is the study of overlapping
times in priority queues. Overlapping time is here defined as the sum of
the amounts of time that all overlapping customers experience with a tagged
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customer. In two forthcoming studies Boxma and Pender [5], Boxma et al.
[7] we derive overlapping time distributions for the M/M/1 queue and the
M/G/∞ queue; priority queues pose additional complications that make the
derivation of overlapping time distributions very challenging.

(iii) Extension to the two-classM/M/m preemptive-resume priority queue
would be highly relevant. For this, we might attempt to use results from Gail
et al. [14]. They have determined a matrix equation for the two-dimensional
generating function of the joint queue length distribution. Moreover, Se-
len and Fralix [38] analyze the time-dependent behavior of this multi-server
priority queue.

(iv) Finally, we aim to study overlap numbers in the non-preemptive
priority queue and compare to its preemptive counterpart.
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